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Abstract 

 

Herbert Simon and Allen Newell made important contributions to the study of 

human problem solving within an information processing system (IPS) framework. 

Contemporary debates and discussions on moral judgment and representation 

makes little or no reference to their work on problem-solving. This study argues that 

Simon and Newell’s IPS framework provides a useful integrative framework for the 

study of moral problem solving.  Variations in the boundaries between the task 

environment and the IPS suggest its potential as a framework for a comparative 

study of intra and inter-species moral problem-solving.   
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1. Introduction 

Ethics, morality, justice and fairness – these words are not entirely alien to economics and 

economists.  In introductory courses on economics, students are often taught about the 

distinction between the positive (what is) and the normative (what ought to be).  In the same 

vein, Sen (1987) opined that economics has two origins – engineering and ethics.   In this essay, 

we reflect on the “engineering of ethics” from the perspectives of Herbert Simon and Allen 

Newell’s contributions to the study of problem solving within the framework of information 

processing system (IPS).   

Herbert Simon, whom this special issue of Computational Economics celebrates, made many 

significant contributions to both economics and artificial intelligence (AI).  In recognition of 

these contributions, Simon was awarded the A.M. Turing Award (1975, jointly with Allen 

Newell) and the Noble Prize in Economics (1978).  A common theme in Herbert Simon’s 

contributions in both fields is human decision making. In economics, this took the form of 

investigating how humans actually solve problems. In AI, Simon, together with Allen Newell, 

sought to theorize and simulate human problem solving.  

Even though the research program on human problem solving that Simon and Newell pioneered 

in the 1950s did not venture into the moral domain, there is no indication that their analytical 

framework should not apply to moral problems.1  The goal of this study is to explore the 

relevance of the IPS framework for solving moral problems.   This is done by discussing some 

of central concepts that have appeared in recent theories of moral judgment and how they fit in 

within the IPS framework.  In doing so, it is hoped that scholars will begin the see the value of 

Simon and Newell’s IPS as an integrative framework for the study of moral problem solving.  

In this regard, the exchange of ideas from the application of IPS is not one-directional, as some 

of the recent ideas from other disciplines could provide new insights that could be incorporated 

into and update the original IPS framework articulated by Simon and Newell.    

The outline of the paper is as follows. The nature of moral problem solving is contextualized 

by a brief discussion on the nature of ethics in Section 2.  This will be followed by an 

explication of Newell and Simon’s theory of human problem solving and information 

processing in Section 3.  This then leads to a discussion in Section 4 on how the IPS framework 

might be useful to the study of moral problem solving.  Section 5 will conclude. 

                                                             
1 Simon did venture into altruism. See Simon (1990). 
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2. The Nature of Ethics: A Very Brief Tour 

“ … the general task of explicating consequentialist moral theory – or any moral theory that is 

sufficiently articulated as to be worthy of extensive discussion – demands more grasp of more 

issues and even whole intellectual disciplines than anyone is likely to muster. The fracturing of 

intellectual discourse into disciplines both reflects and exacerbates the difficulty of our 

enterprise.” (Hardin, 1988, pp.ix-x) 

What is ethics? Deigh (2010, p.7) defines ethics as the philosophical study of morality. He 

further elaborates that ethics has a normative dimension in that it is “a study of what are good 

and bad ends to pursue in life and what it is right and wrong to do in the conduct of life”.  These 

two components of ethics have led moral philosophers to approach the subject by organizing it 

into two major areas, namely, value theory (good and bad ends) and normative ethics (what it 

is right and wrong to do).2  Value theory is concerned with the nature of the ends (good, well-

being, happiness etc).  In normative ethics, there are various “theories of ethics” that differ on 

how actions ought to be guided.  The major theories of ethics can be categorized into 

consequentialist ethics (utilitarianism and contractarian ethics) and non-consequentialist or 

deontological ethics (Kantian and virtue ethics).  

In consequentialist ethics, actions are to be guided purely by the consequence of actions.  

Utilitarianism is a variant of consequentialist ethics that focus on the maximization of 

“welfare”.  Welfare can be measured in various ways – utils (a hypothetical construct), 

happiness, or net pleasure (pleasure minus pain).  This is the theory of ethics that underpins 

most of contemporary economics.  Another form of consequentialist ethics is contractarian 

ethics or social contract theory. Contractarian ethics begins with the premise that people can 

negotiate and bargain to come up with a set of moral principles or rules (social contract) that 

are mutually beneficial to all.3   

The two major variants of non-consequentialist ethics are Kantian ethics and virtue ethics.  

Kantian ethics, named after the German philosopher Immanuel Kant, emphasizes the 

importance of a universal law of reason (categorical imperative) that compel agents (duty-

bound) to choose actions regardless of their consequences. Thus, under Kantian ethics, killing 

a person is forbidden irrespective of whether doing so may save many more lives.  Thus, 

because of the separation between duty (“deon”, Greek) and end (“telos”), Kantian ethics is 

                                                             
2 See Shafer-Landau (2015). 
3 Kymlicka (1991) draws attention to two different approaches in the social contract tradition, namely, 
Hobbesian contractarianism and Kantian contractarianism. 
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often also regarded as a form of deontological ethics and non-consequentialist ethics (non-

teleological ethics).  Virtue ethics differs from both consequentialist and Kantian theories of 

ethics in that it regards moral character (virtues) to be the central concept such that right actions 

are attributed to it rather than duty or consequence.  In addition, because virtues per se may 

lead to morally wrong actions, practical wisdom – the ability to fully understand the situation 

under which an action is to be taken – is crucial (Hursthouse and Pettigrove, 2016).   

Aside from terms such as - ethics, morality, and moral philosophy - two other terms are often 

used in discussions on ethics and economics. These are justice and fairness. Justice involves 

an evaluation of the distribution of benefits (good) and burden (bad).  A broad interpretation 

of what is being distributed include not only (economic) resources and burdens but also other 

valued things such as rights, duties, opportunities and obligations.  Whether a distribution is 

just or equitable depends on whether fairness is obtained.4 Philosophers have differentiated 

two notions of fairness and their associated theories of justice, namely, distributive justice 

(social justice) which is concerned about fair outcomes and procedural justice which is about 

fair process (Konow, 2003, p.1189). There is a close connection and parallel between the 

theories of justice and some of the theories of normative ethics discussed earlier.   In so far as 

distributive justice is concerned with fair outcomes, a version that focuses on the maximization 

of welfare could draw from consequentialist ethics.  Procedural justice, by emphasizing on a 

moral duty to implement a fair process, can be folded into Kantian ethics.5   

Finally, it is important to discuss the application of evolutionary theories in ethics.  Such 

theories are not another set of normative ethics.  Instead, the main purpose in applying 

evolutionary theories is the explanation of the origins of ethics.  This approach is essentially 

“naturalistic” because it is grounded in evolutionary theory.6  But this does not imply that the 

mechanisms involved are purely biological – cultural evolution are also likely to play a role in 

how ethical values and behaviour have evolved in human societies.  Another point that worth 

pondering over is whether and how evolutionary theories can be used to understand the 

relevance of the different normative theories of ethics. For example, does evolution favour 

                                                             
4 Campbell (2010) has argued that such evaluations have to take into account desert. 
5 There are other ways of organizing theories of justice. Konow (2003) proposed four theoretical categories of 
theories of justice based on the following categories, namely: (i) equity and need (ii) utilitarianism and welfare 
economics (iii) equity and desert and (iv) the dependence of justice evaluation on context. 
6 Philosophers make the distinction between naturalistic and non-naturalistic moralities.  
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Kantian or utilitarian ethics?  As this essay focuses on information processing and ethics, the 

formal and computation aspects of evolutionary theories of ethics are of particular interest.7  

 

3. Human Problem Solving and Information Processing 

“Our theory of human thinking and problem solving postulates that the human operates as an 

information processing system.” (Newell and Simon, 1972, p.19) 

Human problem solving was a major focus of Herbert Simon’s research.  This endeavour was 

underpin by a methodological approach that entails the framing of human problem solving in 

terms of information processing.  A minimalist definition of an information processing 

system (IPS) is that it is essentially a function that maps input to output, both of which takes 

the form of symbolic information (Newell and Simon, 1956, pp.6-7).  In an IPS, the processing 

of symbolic information entails the reading of symbols, storing of symbols, copying and 

erasing of symbols and transmission of symbols (Newell and Simon, 1961, p.2012).  These 

processes are embedded within a framework that comprises of a few key elements (Figure 1), 

namely: 

(a) An IPS that consists of: 

a.  A memory – for storing and retaining symbol structures; 

b. A processor  - that executes information processes; and 

c. Receptors and effectors that mediate and enable the interactions between the 
IPS and the environment. 

(b) An environment – that contains the stimuli that the IPS responds to. 

For the IPS to function, the receptors have to encode the stimuli into a symbol structures that 

can be executed by the IPS’s processor and stored in its memory.   The execution of symbol 

structures is performed by a sequence of elementary information processes (eip’s) that are 

implemented using a set of rules or program (Newell and Simon, 1972, pp.29-31).8   

 

                                                             
7 A variety of mathematical and computational approaches to the study of the evolution of ethics have 
emerged.  These include evolutionary game theory and spatial interactions models. One should be careful in 
analysing these theories. Are the limitations due to the theory per se (e.g. assumption made) or due to 
something more intrinsic to the evolutionary process. 
8 Interestingly, Newell and Simon have argued that such a program is an observer’s device to describe the 
system – all that is needed are mechanisms that behave in a way described by the program (ibid, p.33). 
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Figure 1: Information Processing System 

 
Source: Newell and Simon, 1972, p.20. 

 

 

As for the environment, the stimuli by themselves are not sufficient to motivate responses from 

an IPS.  Hence, Newell and Simon proposed the concept of “task environment” which is 

defined as “an environment coupled with a goal, problem, or task” (ibid, p.55).  A key challenge 

in the linkage between the task environment and IPS is how to represent or encode the external 

stimuli (i.e. representation of external environment).  Another challenge is to transform the 

initial encoding of the external stimulus and other elements of the task environment (e.g. goals, 

rules etc.) into an internal representation which is described as a “problem space” where 

problem solving will take place (ibid, p.63). 

The clarification of the notion of problem space is an important step towards generalizing the 

application of the IPS.  This is especially crucial before addressing the question of whether IPS 

can be applied to moral problems.  Newell and Simon (1972) presented two possible 

approaches to representation of problems, namely, set and search.   

Briefly, in the set representation of a problem, a set symbolic expressions U (set of possible 

solutions) generates a subset G with specific properties (solution).  Their subsequent 

discussions are intriguing for the implicit references to computability, complexity and 

bounded-rationality: 
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“A problem proposed to an information processing system is well defined if a test exists, 

performable by the system, that will determine whether an object proposed a solution is in 

fact a solution. By performable we mean, more specifically, performable with a relatively 

small amount of processing effort.” (p.73) 

“Three reasons (not the only ones) why problems are problems are that: (1) the original set, 

U, of possible solutions given to the problem solves can be very large (it is often immense), 

(2) the actual solutions, G, can be dispersed very widely and rarely throughout it, (3) the 

cost of obtaining each new element and testing it can be very high.” (p.74) 

“In some cases, a problem that is characterized set-theoretically can be decomposed into a 

number of sub-problems.” (p.74) 

The above remarks raise several interesting questions. First, whether the problem-solving 

function that generates a set of solutions is computable. Second, whether, from a complexity 

perspective, problem-solving can be a NP-hard problem. 

The second approach – search representation of a problem – is equally intriguing.  In an 

example for theorem proving, this approach is characterized as involving the generation of a 

search space or problem solution by iteratively applying an operator Q to an object (axioms 

and theorems):9 

   . 

Newell and Simon’s description of the problem solutions suggest parallels to a Turing machine: 

“Problem solutions in most domains are defined by (1) characteristics of a terminal state, 

(2) an initial state, (3) conditions on the admissible transformations from one state into 

another, and sometimes, (4) characteristics of the intermediate states.” (p.76) 

Newell and Simon also acknowledged that the two representations are not exhaustive and that 

“some important classes of problems have not yet been represented” (p.73).  This leaves 

representation to be an open problem.   

Finally, there are two additional factors that are important in problem solving. First, the 

boundaries between IPS and the environment can be shifted (Newell and Simon, 1972, pp.81).  

                                                             
9 See Newell and Simon (1972), p.75. Note that for Newell and Simon, the solution could be ut or Qt.  The 
iterative process could be entirely internal to the problem solver.   

0u

1 1 0( ( ( )) )t t tu Q Q Q u-= … …
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If some of the means for problem solving (admissible operators) are shifted to become part of 

the environment, the problem solver’s capabilities (or the extent of information processing 

activities) can be reduced.10 

Second, Newell and Simon (1972) discuss the importance of the “intelligence” of an IPS which 

is defined in terms of adaptivity: 

“The success that an information processing system will experience with problems of a 

certain kind can be used to construct a measure of its adaptivity or intelligence in 

environments resembling those in which the test problems were set.  Such a measure will 

be highly predictive of performance in a very similar environment, less predictive of 

performance in environments with different characteristics. To the extent that such a 

measure is predictive at all over diverse environment, we might want to call it a measure of 

general intelligence …” (ibid, p.81) 

If the test problems with which the IPS’s performance are compared with involve human 

subjects, this measure of intelligence is akin to that of “human intelligence” in a Turing test.  

So far, this measure of intelligence – in terms of performance - is an external one.  Internally, 

Newell and Simon, intelligence is related to the representation of a problem.  In the case of the 

search representation of a problem, an IPS with higher intelligence is associated with having a 

higher number of sub-parts or collection of different branches leading to solutions.  This 

interpretation is consistent with Simon’s work on problem solving in Chess (Simon and 

Schaeffer, 1992). 

Figure 2 provides a depiction of the structure of an IPS problem solver that can be 

operationalized.  The two key components of the IPS are representation and method.  As 

information is being processed, both representation and method can change.  Plausible 

mechanisms include: (i) generate each a list and test; or (ii) generate a full list and test 

sequentially (ibid, p.96).  Each of these mechanisms entails the generation and exploration of 

a problem space that can be visualized as a tree with nodes and branches representing potential 

paths (some of which lead to solutions).11 

                                                             
10 Evolution could shift the boundaries towards the environment – this may partly depend on the 
intermediaries such as the receptors and effectors. This is also consistent with Buddhism’s emphasis on the 
body’s sensors.  Culture and cooperation could be another way of interpreting the shift in boundaries. 
11 Newell and Simon (1972, p.100) provides an intriguing visualization of problem solving: “ .., the task of 
problem solving procedure is to grow a tree of operator sequences that will not branch too luxuriantly, and 
will include at least one solution path.” 
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Figure 2: Outline of a Problem Solver 

 
Source: Newell and Simon, 1972, p.289 
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4. IPS and Moral Problem Solving 

Herbert Simon and Allen Newell did not focus on applying the IPS to moral problems.   This 

probably accounts for the reason why their work on the IPS is not often cited in the studies on 

computational models of moral decision-making even though there are strong similarities 

between the work of Simon and Newell and these studies (e.g. Wallach, 2010).   

Is Simon and Newell’s IPS useful for the study of problem solving in the moral domain?  The 

natural starting place of inquiry is perhaps a reflection on the nature of moral problems. What 

are moral problems?  What is to be “solved” in such problems?  How are moral problems 

different from other problems? To begin with, what is a “problem”?  Two quotes from Newell 

and Simon (1972) provides a starting point for discussions on this issue: 

“A person is confronted with a problem when he wants something and does not know 

immediately what a series of actions he can perform to get it.” (p.72) 

“To have a problem implies (at least) that certain information is given to the problem solver: 

information about what is desired, under what conditions, by what means of what tools and 

operations, staring with what initial information, and with access to what resources. The 

problem solver has an interpretation of this information … ” (p.73) 

What is desired or goal is clearly a key element of a problem.  Problem solving is, in a sense, 

normative, in that it is aimed at attaining a goal.   What makes a problem a moral one (or an 

ethical one) is that it involves making a choice or decision that affects oneself and others.12  

Thus, there is a tension between self-interest and the needs of others in such problems (Bartels 

et al, 2015 and Wallach et al, 2010).  Often, this tension is expressed as a moral dilemma.   

Representation of Moral Problems 

How do normative theories of ethics enter into moral problem solving?  Most of the 

discussions on moral cognition do not take an exclusive stand i.e. adopt one theory (e.g. 

consequentialist) at the expense of others (e.g. deontological).  In reality, humans may adopt 

and apply different theories under different circumstances.  Within the IPS framework, this 

could be interpreted to be an issue of the representation of a problem.  An initial task is the 

representation or encoding of the external stimuli.  In fact, the way in which the stimuli are 

encoded affects how the moral problem will be solved.  This view is shared by the proponents 

                                                             
12 Such a choice may be an internal reflection or one that leads to an action on others (external).   
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of the theory of moral grammar in which responses to different moral dilemmas (such as the 

footbridge and bystander versions of the trolley problems) are due to distinct mental 

representations that involve temporal, causal, moral and intentional properties (Mikhail, 2008 

and Mikhail, 2011).  The representation of these trolley problems in terms of a tree-diagram 

is also consistent with Newell and Simon (1972) discussions on the visualization of the 

problem space for IPS.  As discussed earlier, two methods on how problem spaces could be 

generated i.e.  set representation and search representation. Whether these apply to moral 

problems or not, and whether there are alternative approaches is an open problem.  This will 

be examined further after another aspect of moral problem solving – the role of emotions – 

is discussed.  

Morality and Emotions 

Moral psychologists often draw a distinction between affective (emotional, intuitive, hot) and 

cognitive (deliberative, cold) processes in moral judgment (Greene and Haidt, 2002).  The 

former is undertaken unconsciously and automatically (intuitively, instinctually) while the 

later, via a more deliberative process involving reasoning.  Guglielmo (2015) proposes a 

framework based on information processing that integrates both types of moral judgment.  In 

his framework, information processing comprises two major components – namely, (i) 

information models that specify information elements (such as causality, intentionality and 

mental states) that shape moral judgment, and (ii) processing models – that determine which 

psychological processes (such as emotional or deliberative processes) that are used to 

generate moral judgment.  Though Guglielmo (2015) makes no reference to the works of 

Newell and Simon, and employs the concept of information processing in a broad sense, the 

proposed integrative framework is similar to the IPS framework.  Information models is 

similar to problem representation whilst processing models are akin to information 

processing within the IPS.  It is this second component of Guglielmo’s framework that 

accommodates the two types of moral judgment.  He argues that when people are emotionally 

engaged, they fail to notice or search for consequentialist information (p.14).   

The two components – the information and processing models – are, in fact, integrated in the 

sense that the way in which a problem is represented determines how the information is 

processed and the form of actions or inaction that are triggered.  These elements can be 

incorporated within Newell and Simon’s IPS (see Figure 2).  In fact, their model/theory 

further suggests that a method that is selected may entail further changes in the internal 
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representation of a problem, thereby changing which process (emotive or elaborative) is 

selected subsequently. Having explicated the importance and role played by problem 

representation, it is perhaps appropriate to return to the question on how problem 

representation is formed. 

Origins of Problem Representation 

How are problem representations formed? This is a difficult question.  There are potentially 

many ways in which a problem can be represented as we have seen with the previous 

discussions on the representations of trolley problems.  One can perhaps analyse this by 

reframing the representation of problem in an algorithmic way that is consistent with the IPS 

framework.  After all, the two examples of problem representation put forward by Newell 

and Simon (1972) clearly suggest that the process of generating a problem representation is 

computational or algorithmic in nature.   

The abundance of possible ways of representing problems raises at least three important 

questions. The first question is whether a given problem can be sufficiently well-defined such 

that it can be represented. As discussed earlier, Newell and Simon (1972, p.73) applied 

McCarthy’s (1956) criteria for well-definability.  McCarthy framed his analysis in terms of 

Turing machines carrying out tests on whether problems are well-defined.  Following 

Turing’s non-halting theorem, does this imply that there is no way to tell a priori, whether a 

given problem can be represented?  There are parallels between this view and those 

expounded by Buechner (2008) which highlighted the Gödel-susceptibility of finite 

computing machines in proving their consistencies.    

The second question is whether the representation of a problem is constrained by available 

processing / computational resources.  This is a problem that has occupied Simon (bounded 

rationality, heuristics) and is also raised by Buechner (2008).  Discussions on the use of 

heuristics and framing in the moral domain has also appeared in the recent works of Sunstein 

(2004, 2005).  Scholars agree on the importance of heuristics and framing but disagree on the 

reasons or mechanisms underlying them.  One plausible solution to unravel this deadlock is 

to examine the origins of problem representation within an evolutionary setting. 

This leads us to the third question - whether the origins of problem representation can be 

anchored in an evolutionary setting which includes both biological (hard-wired) and cultural 

(malleable) evolution with learning as an important mechanism in the latter.   Evolution takes 

place in a setting with inter-species and intra-species interactions, and within specific 
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environmental conditions. Newell and Simon’s ideas on task environment and IPS provides 

a useful framework for thinking about this issue.  The shifting of the boundaries between the 

task environment and ISP provides a comparative cognitive framework for problem 

representation across different species. Learning within different environments but with 

species-specific constraints (e.g. given specific receptors, effectors, memories etc.) – which 

can be accommodated within Newell and Simon’s framework – can accommodate variations 

in problem representation within the population of a given species.   This could in turn be 

embedded within an ecological and evolutionary setting consistent with the approaches 

adopted in the field of sensory and cognitive ecology.13  This suggests that the IPS framework 

could be useful for comparative studies of intra as well as inter-species moral domains. 

 

5. Conclusions 

Herbert Simon and Allen Newell pioneered the study of human problem solving using an 

information processing system in the 1950s.  The IPS framework can be a useful integrative 

framework for the study of problem solving in the moral domain.  The various components of 

their IPS research framework have parallels on on-going debates and contributions in the study 

of moral judgment.  These include the representation of moral problems and 

deliberative/emotive drivers in moral cognition.  The IPS framework may also provide a useful 

guide for studies on the computational complexity and computability dimensions of moral 

problems and behaviour.  It might be useful to extend the study of problem representation in 

an evolutionary setting.  This could lead to an evolutionary-computational foundation for inter- 

and intra-species comparative study of ethics.  

 

 

 

 

 

 

                                                             
13 For primers of these field, see, for example, Dukas (1998) and Stevens (2013). 
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